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Abstract— This paper describes an agent oriented framework
supporting bio-inspired mechanisms which takes profit of the in-
trinsic hardware parallelism of the pervasive platform developed
within the Perplexus IST European project.

The proposed framework is a flexible and modular means to
describe and simulate complex phenomena such as biologically
plausible neural networks or culture dissemination. Associated to
this framework and based on the multiprocessor architecture of
the Perplexus platform nodes, a tool suite capable of accelerating
parallelizable agents is described. Therefore, this contribution
combines the software flexibility of agent-based programming
with the efficiency of multiprocessor hardware execution. This
framework has been successfully tested with two experiments: a
proof of concept application made of robots that autonomously
improve their behaviours according to their environment and a
spiking neural network simulation. These results prove that the
framework and its associated methodology are relevant in the
context of the simulation of complex phenomena.

I. INTRODUCTION

The simulation of large-scale complex systems such as neu-
ral networks or cultural dissemination requires huge amounts
of computing resources. Even if the Moore’s law yet guaran-
tees increasingly more powerful chips every year, the capacity
of a single device is not always able to provide the optimal
solution for running this type of application. In parallel,
semiconductor industry moves from single core to multi-
core architectures in order to further increase computational
performance. Beyond chip-level innovations, there is a grow-
ing interest in distributed and pervasive computing platforms.
Following this trend, it opens the road of sensor networks
which enrich the concept of distributed computing with sen-
sory capacities. Such a system would be able to interact with
its environment and provide therefore a flexible and adaptive
computing solution. Anticipating this fundamental shift in
computing, such platforms can prove extremely useful for sim-
ulating complex systems, using the computational resources
of Ubiquitous devices. This is the proposition made within
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the Perplexus project [1] that aims at developing a scalable
hardware platform made of electronic devices called Ubidules
(for Ubiquitous computing modules) that are endowed with
bio-inspired features such as (Growth, Evolution, Learning).
The Perplexus platform consists in a scalable network of
Ubidules equipped with wireless communication capabilities
and rich sensory elements. Each Ubidule is mainly composed
of a microprocessor and a custom reconfigurable device called
UbiChip. Such an infrastructure provides several advantages
compared to classical software simulations: speed-up, inherent
real-time interaction with the environment, self-organization
capabilities, simulation in the presence of uncertainty, and dis-
tributed multi-scale simulations. As such platform significantly
differs from traditional computing systems, news methods and
tools must be devised to the purpose of efficient programming.
This paper therefore presents a bio-inspired agent-oriented
framework for tackling this problem.

After presenting the hardware infrastructure developed by
the consortium in Section II, we describe in Section III the
programming problematic in such a context and the motiva-
tions of our approach. Section IV describes an original frame-
work devoted to the programming of Perplexus applications
that combines agent oriented programming, bio-inspiration
and which takes profit of the hardware characteristics of
the platform. Section V illustrates this approach using two
experiments. Finally Section VI concludes on this contribution.

II. PERPLEXUS HARDWARE
A. Modular Platform

The architectural solution proposed within the Perplexus
project for simulating large and complex phenomena is based
on a scalable and modular platform composed of Ubiquitous
devices (called UBIDULES for UBIquitous moDULES). Ev-
ery module is a network node connected to its peer through a
wireless link. It ensures a flexible connectivity of the modules
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in a moving topology and for instance allows the modules to
be embedded onto mobile skeletons. The resulting platform
is then strongly interacting with its environment (thanks to
sensors and actuators) and thus provides a scalable pervasive
computing platform.

Figure 1 illustrates the Perplexus platform, showing the
robotic skeleton, an example of wireless network topology as
well as the internal components of the Ubidules both at the
hardware ant software levels.
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Fig. 1.

B. HW - Ubidule

An Ubidule is an electronic module built around a Col-
ibri SO-DIMM module [2] that contains an ARM processor
(XScale PXA270), and one UbiChip. More details on the
UbiChip are given in the following subsection. Figure 2 gives
an overview of the Ubidule structure. The ARM processor
runs an Open Embedded Linux based operating system and
is responsible of the UbiChip configuration and management.
This processor is also in charge of the communications through
Ethernet, Wifi or Bluetooth and can interact with its environ-
ment by using on-board peripherals such as USB and GPIO
ports.
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Fig. 2. Ubidule simplified schematic

C. HW - UbiChip

An UbiChip is mainly composed of three reconfigurable lay-
ers. The first one is an array of reconfigurable logic elements
used for computation purposes. Such elements called Ubicells
are composed of four 4-input look-up tables (LUT) and four
flipflops (DFFs). These Ubicells can be configured in different
modes like counter, FSM, shift-register, 64-bit LFSR, adder,
subtractor, etc. An Ubicell can also be configured as a simple
4-bit processor, a Macrocell is merging 4 Ubicells creating 16-
bit processors called Processing Elements (PE). The second
layer contains dynamic routing units that permit the Ubicells
to dynamically connect to any part of the circuit. More details
about dynamic routing using this layer can be found in [3].
The third layer is made of self-reconfiguration units that allow
the configuration of the Ubicells. This mechanism allows part
of the circuit to self replicate somewhere else on the chip,
without any external intervention. This feature is particularly
of interest in neural networks with changing topologies (i.e.
neural duplication or deletion mechanisms).

The UbiChip may support two main operating modes:
Native and multiprocessor. In native mode self-reconfiguration
and dynamic routing are available; the application is described
using a bitstream that configure the array of LUT. In multi-
processor mode, a central sequencer executes a binary code
stored in an external SRAM as depicted in Figure 3. By using
this configuration mode, an UbiChip can be viewed as an array
of computing elements managed by a single SIMD sequencer
(Single Instruction Multiple Data). This is the configuration
mode used for this contribution.
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Fig. 3.

Ubichip SIMD architecture overview

The management of the entire HW platform as well as its
finest grain configuration require software interfaces to abstract
hardware characteristics and provide a reliable and flexible
pervasive computing platform.
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III. MOTIVATIONS

As presented in the previous section, the Perplexus platform
has many advantages (scalability, performance, interaction
with the environment). However, both of the configuration
modes of the UbiChip rely on low level descriptions of the
application (bitstream or binary code). This can become a
critical problem due to the absence of design tools capable to
manage such custom reconfigurable devices. For the Native
mode, this problem is addressed by the Ubimanager tool
described in [4] and the use of a synthesis tool allowing to
generate automatically netlists from a High Level Description
of the specification. For the multiprocessor mode, the Ubi-
assembler described in [4] allows describing the application
in custom assembly language instead of a binary code. Even
if this tool raise the level of abstraction, this is not sufficient to
deal with the size and complexity of the applications targeted
by the Perplexus project. This paper presents a contribution
aimed at addressing this issue by providing a high level
framework and a set of tools capable of refining the high level
description into the custom assembly language compatible
with the Ubiassembler.

IV. CONTRIBUTIONS
A. An ubiquitous bio-inspired agent framework

Raising the level of abstraction is a natural and continu-
ous trend in hardware and software. It allows dealing with
the complexity and size of actual applications. In 1996,
a new paradigm of programming emerged, Agent Oriented
Programming (AOP)[5]. It can be viewed as a specialization
of object oriented programming (OOP) where the central
element is the agent, as the central element is the object in
OOP. Whereas in OOP objects are based on the concept of
classes, properties and methods, AOP promotes a social view
of computing where agents interact with each others. In this
programming paradigm, agents exhibit beliefs, capabilities,
choices, and commitments. Beyond object orientation that
provides modularity in the design of applications, agent-
orientation explicitly exposes the distributive dimension of
the underlying computing platforms. Therefore, according to
the Perplexus objectives, it becomes interesting to use such
a programming concept as input to describe the targeted
applications. There exists various Agent platforms that allow
to develop agent based applications (JADE[6], FIPA OS,
MADKIT, etc). JADE has been chosen mostly because it
ensures portability and flexibility. Moreover JADE exists in
a lightweight version called LEAP for Light Extensible Agent
Platform [7] which perfectly suits our needs in term of comput-
ing resource (PXA270). The Bio-inspired Agent Framework
(BAF) [8] has been designed on top of the JADE platform
to provide a single user interface for the Perplexus platform.
The Java 2 Micro Edition (J2ME) platform standard has been
chosen for the BAF implementation due to the XScale limited
resources and its compatibility with LEAP. The BAF agent
oriented environment implementation is then composed of
JADE mandatory agents with several new agents. The two
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mandatory agents are the Directory Facilitator (DF) which is
a mandatory component of an agent platform that provides
a yellow pages directory service to agents and the Agent
Management System (AMS) responsible for managing the
operation such as the creation or deletion of agents, and their
possible migrations.
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Fig. 4. BAF classical platform

The specific agents created to build the framework are the

following:

« Network Agent: Due to the distributed nature of the com-
puting elements in the environment, the use of Mobile
Ad-hoc NETwork (MANET) infrastructure to connect de-
vices throughout the entire platform is necessary. Thanks
to the Optimized Link State Routing (OLSR) protocol
[9], all nodes are linked and communication between
distant nodes is ensured. A distributed nameservice al-
lows to route communication using hostnames and to
map an application on various modules; each part of
the application being able to communicate with the other
independently of their physical locations. Every nodes of
the Perplexus platform runs a JADE multi Agent platform
and establish communications using their hostnames. As
a consequence, each device will receive an agent network
(N) which abstracts the MANET layer.

o Host Agent: This agent (Host) provides a unified graph-
ical interface that allows monitoring and issuing com-
mands to connected modules. It is installed only on
the host platform that is in charge of controlling and
monitoring the platform behavior.

o Spy Agent: This agent (S) allows debugging applications
and tracing the platform activity.

o Ubicom Agent: It interfaces the XScale processor to the
UbiChip allowing nodes to interface software agents to
the UbiChip hardware accelerator. This agent is denoted
as agent (U).

o User Agents: These agents represent the functionality
of the application the designer wants to implement. As
the Perplexus project clearly targets the simulation of
growth, evolution and learning mechanisms, the three
following agents have been developed to provide bio-
inspired features:



— P Agent: The Phylogenetic agent is responsible of the
evolutionary processes. It is similar to the evolution
of a set of species and relies on a better adaptation
of individuals to their environment.

— O Agent: The Ontogenetic agent is in charge of
growth related features in the system.

— E Agent: The Epigenetic agent handles the non-
evolutionary related mechanisms such as learning.

Figure 4 exhibits the main differences between a JADE plat-
form (white parts) and BAF extensions (shaded parts).
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Fig. 5. Agent environment

Figure 5 illustrates the principles of an abstract Perplexus
agent platform composed of 3 Ubidules and a host machine.
Orders are transmitted from the host (1) through the network
agent to one or more destination nodes (2). The destination
node(s) then acknowledge the command and take the appro-
priate actions (for instance creating an agent (3) or controlling
it (4)). Despite the fact that agent oriented programming
brings the level of abstraction needed to deal with the size
and the complexity of the Perplexus applications, it does not
provide a solution to use easily the UbiChip as a SIMD
array of processors. To address this problem we propose an
original way to describe the entire application using the agent
based programming. Then a compilation flow dedicated to the
UbiChip is presented.

B. Extending Java with a new language: Jubi

As the agents proposed in the framework are specified in
Java, we investigated in the literature the existing methodolo-
gies that support parallel oriented Java implementations. Some
Java hardware machines have been studied [10],[11] or [12],
but none of them provide support for hardware parallelism as
the original language is not intended to this. We remind that
a Java virtual Machine (JVM) is by construction, executed on
a single processor. In the same way, some software parallel
classes like JPCL [13] add software parallelism to the classical
Java concept but even in this case JVMs are running on a
single processor. Thus, the use of such libraries requires a
framework that links several JVM running on several hardware
targets and needs a shared global object space. Another
approach is proposed with Manta [14] and relies on compiling

Java threads to native x86 assembly code and run them
on a x86 cluster through Remote Method Invocation (RMI)
therefore the whole application becomes hardware dependent.

To reduce the development difficulties we propose a com-
piling flow similar to Nvidia CUDA [15] or ATI-AMD Stream
[16] dedicated to the UbiChip architecture. This new approach
proposes to describe the hardware accelerated application
from a single file called Jubi where hardware directives are
embedded directly at the agent level. The following section
gives more details on the proposed flow and associated tools.
In this approach, agents coded in Jubi language can then be
executed in SW mode (in such case directives are ignored and
the entire code is executed on the XScale) or hybrid SW/HW
mode. In such a case flagged sections are compiled for parallel
SIMD execution.

Synchronizations between the processor and the UbiChip
take place through exchanged messages. In case of hardware
execution the agent kernel is hosted onto the UbiChip oper-
ating in SIMD mode while the envelope sends and receives
messages from within the JVM that runs in the XScale
processor. Send operations are non blocking: upon receiving
data from the Ubicom that acts as a wrapper (ACL messages
to UbiChip - readable formatted data), the UbiChip starts
operation. The processed data are then read back from the
UbiChip through a blocking receive command that ensures
synchronizations. UbiChip PEs operate in pure SIMD mode
from a single shared memory; however memory regions are
PE-private therefore preventing any possible data corruption.
Figure 6 illustrates this principle with the system operating
in hybrid SW/HW mode where it can be seen that an agent
envelope remains on the software side while code sequences
flagged for HW execution are mapped onto the UbiChip.
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Fig. 6. UbiChip memory mapping and synchronzation with the processor

To be compliant with the BAF, the J2ME standard has been
chosen to build the Jubi language. In order to specify the
portions of the code that will be executed on the UbiChip, a
component view has been used. Thus, an accelerated section
can be described with its inputs, outputs and internal behavior.
Adding this approach to Java requires to set firstly in and out
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keywords that will be considered respectively as input and
output flags for inputs and outputs pins of the component. In
order to take profit of the potential parallelism of the UbiChip,
a NPE keyword allows the user to specify the number of
processing elements (PE) that will be used for this application.
This NPE number must be defined as a constant. The following
code gives an example of the transformations:

final int NPE = 5;
int a[NPE], Db[NPE];
int c[NPE];

becomes:

final int NPE = 5;
in int a[NPE], b[NPE];
out int c[NPE];

Then to describe the behavior of the hardware block we
define the # jubi keyword that flags the code to be accelerated
using the SIMD hardware. The following code gives an
example:

#jubi

{ c[NPE]= a[NPE] + b[NPE]; }

Finally to enable the parallelization of software sequential
loops in the hardware accelerated mode we introduce the
“parallelfor” keyword. This keyword allows to generate both
software and hardware implementations from the same unified
description.

#jubi
parallelfor (int i=0; 1i<NPE; i++)
{ clil= alil + bli]; }

In this current version of the tool only declarations, assign-
ments and integer arithmetic or logic (Boolean) expressions
are supported inside the # jubi blocks. This avoids the use of
classes and pre-defined functions inside the hardware blocks.

C. A dedicated compilation flow

Figure 7 presents the compilation flow we propose to allow
fast SW and hybrid HW/SW application development. In this
figure the software compilation flow appears on the left side
and the hardware compilation flow on the right side.

Software applications execution only use software flow
whereas hardware accelerated applications require both sides
to compile accelerated agents software part (envelope) and
hardware parts (kernels). The agent envelope is actually a part
of the Java file that triggers the hardware execution and feeds
hardware kernels with appropriate data. This is done through
the Ubicom agent that acts as a wrapper between sequential
and parallel sections (i.e. software and hardware parts) of the
application code.

As illustrated in Figure 7 the processing of the Jubi file
results in the creation of two distinct file types. Firstly, one
Java file that offers the possibility to start the application either
in software mode or in hardware accelerated mode. These two
options are of interest to benchmark an application speedup
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Fig. 7. Jubi Compilation Flow

between software and hardware executions. The section IV-
D gives more details on this and the JubiSplitter. Secondly,
for each #jubi block described in the Jubi file one “Ubi”
file is created. Every “Ubi” file encapsulates the code to be
accelerated. Figure 8 details the file creation where a Jubi code
is splitted into.

These two types of files are then treated separately. The Java
file is compiled thanks to the standard Java compiler (javac),
whereas Ubi ones are converted into associated hardware
kernels (“.hw” files). The last step of the compilation flow is
the loading of the HW accelerated code from a “.hw” file into
the program memory of the UbiChip. This is done at runtime
by the Ubicom agent.

D. JubiSplitter

The front end of the JubiTool compiling environment is the
JubiSplitter. It decomposes the Jubi description into a Java
file (representing the software sequential part) and several
Ubi descriptions. Each Ubi file (kernel) is then executed in a
parallel manner on the UbiChip (Ubi files can be considered as
hardware accelerated parts of the application). Figure 8 gives
an example of this code splitting step that is the first stage of
the compiling process.

The key feature of the JubiSplitter is that it generates a
BAF compliant agent exhibiting two behaviors; a “softwareBe-
haviour” and a “hardwareBehaviour”. The first one represents
the whole agent functionality in SW mode. This behaviour
corresponds to a direct translation of the agent description into
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JUBI File

JAVAFile

class Example extends Agent {
final int NPE = 4;
class JubiBehaviour extends SimpleBehaviour {
public void action()
{
inint a [NPE] = {4,3,1,2};
inint b [NPE] ={1,2,3,4};
outint c [NPE] ;
#jubi parallelfor (inti = 0; i < NPE; i++)
{
if(a[il>b[i])
c[il=a[i]-bl[i];
else
c[i]=b[i]-ali];
}
}
public boolean done() { return finished; }

}

protected void setup() { ... }

UBI File

|

inta,b,c;

if(a>b)
c=a-b;
else

class Example extends Agent{

class SoftwareBehaviour extends
SimpleBehaviour {
public void action() {
inta[]={4,3,1,2};
intb[]1={1,2,3,4};
intc[];
for (inti=0; i< NPE; i++)
{
if (a[i]>b[i])
c[il=ali]l-b[i];
else

clil=b[i]-a[il;

}

public boolean done() { return finished; }
}// end class SoftwareBehaviour

class HardwareBehaviour extends
SimpleBehaviour {

public void action() {
inta[]={4,3,1,2};
intb[]={1,2,3,4};
intc[];
sendToUbicom(a,b);
blockingReceiveFromUbicom( c );

}

public boolean done() { return finished; }

}// end class HardwareBehaviour

protected void setup() { ... }
}// end class Example

c=b-a;
return c;
Fig. 8.

a sequential Java code. This mode is well suited for debugging
purpose as it allows verifying the agent functionality within the
multi-agent infrastructure. The “hardwareBehaviour”defines
the envelope of hardware accelerated kernels, which contains
non-parallelizable (non #jubi flagged) code sections. This
behavior is selected for HW mode simulations.

The execution mode (purely software or hybrid soft-
ware/hardware) is then chosen during the platform initializa-
tion.

E. JubiCompiler

Once a Jubi code has been split into Java and Ubi kernels
the JubiCompiler tool compiles every Ubi code into UbiChip
assembly. As a result, the following example:

int a [NPE] = {4,3,1,2};
int b [NPE] = {1,2,3,4};
int ¢ [NPE];

c =a+ b;
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JubiSplitter: Code splitting and cleaning

is then compiled into:

.data
v01="00030004","00020001"
v02="00020001","00040003"
v03="00000000","00000000O"
.code
load rl,v0l
load r2,v02
mova rl
add r2
movr r3
store r3,Vv03

The JubiCompiler is based on a flex[17] and bison [18]
description of the Ubi grammar. NPE indicates that every
Processing Element of the SIMD processor will receive a
different data set. 1-D arrays therefore become PE-local scalar




variables. In this way a 1-D NPE dependent variable (in SW)
is spanned over the PEs of the UbiChip architecture as scalar
variables (in HW), for clarity reasons we named them multi-
scalar to differentiate them from vectors.

F. UbiAssembler

The UbiAssembler [4] is the final tool used in the flow. It is
in charge of translating the JubiCompiler generated assembly
code into the UbiChip SIMD hardware language. This tool is
part of the SpiNDeK environment [19] and was developed to
program the UbiChip using assembly. Two main features are
provided in this tool in addition to the code translation: the
memory layout setup that involves variable to physical address
translation, and final linking.

V. EXPERIMENTS

A. Robotic environment concept proof

In order to prove the reliability of the platform, an applica-
tion based on a race of robots has been developed using the
BAF. This application uses full software execution mode as
depicted on Figure 9 and relies mainly on the phylogenetic
(P) agent.

Robotic host

—Sensor data

Robotic host

Actuator
commands

Epigenetic based orders
and sensor feedbcak

ANN cgeation

Genomic
information

Generation related
communications:

-Initial
-Fitness broadcast....

Fig. 9. Software application example.

Each individual of this phylogenetic application is hosted
on a robot controlled by a simple command LUT representing
the individual genome. Table I gives an example of such a
command LUT that controls robot actuators from the incoming
Infra-Red sensors signals.

TABLE I
A GENOME EXAMPLE USED IN THE ROBOTIC APPLICATION

Genome Output
Left IR | Right IR | front IR || Left motor | Right motor
0 0 0 5 5
0 0 1 -3 2
0 1 0 6 3
0 1 1 2 -3
1 0 0 3 6
1 0 1 -3 2
1 1 0 5 5
1 1 1 -5 -5
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The P agent is then responsible of evaluating its own
genome at the end of the race. The globalisation of these eval-
uations allows each P agent to take the decision to keep ithe
current genome or perform crossing or mutation of the best
genomes. A video of this experiment is available at http:
//www.lirmm.fr/~brousse/Ubibots and shows that
the BAF is able to run applications where Bio-inspired fea-
tures and Ubiquitous computing are expressed in a satisfying
fashion.

B. Spiking Neural Network simulator

One of the applications targeted by the Perplexus project is
the Spiking Neural Network (SNN) simulation. In the confines
of this project, a biologically plausible model of neurons has
been developed [20]. In order to validate our approach this
SNN simulator has been ported on the platform according to
the proposed framework. Parallelized parts of this application
have been compiled using our methodology and tools. As
shown in Figure 10 JubiTools offer the possibility to accelerate
the part of this algorithm that relies on neuron state computa-
tions (blue section). As a typical SNN simulation uses arrays
of 100 neurons per Ubidule, this application will take great
advantage of the JubiTool that allows it to be easily ported
and accelerated on the Perplexus UbiChip. Fig.11 shows the
principle of a purely software versus a hybrid (HW/SW)
execution of this application on the platform. Experiments
has been conducted on this algorithm resulting in a code of
approximately 500 lines of UbiChip assembly language from
Jubi code. It proved that the methodology and associated tools
provide an easy way of programming the UbiChip without
runtime performance overhead. This is therefore a good trade
off between the flexibility of high level programming and the
efficiency of a SIMD multi-processor platform.

VI. CONCLUSION

In this paper we present an original contribution developed
within the confines of the Perplexus project. This contribution
aims at providing a reliable middleware for the Perplexus
platform. It also eases the porting of application to this
Ubiquitous computing platform and abstracts the hardware
specificity of the UbiChip. The proposed BAF has been
designed with broader application fields in mind and should
be appropriate for many sensor-network applications where
adaptability brings advantages. Moreover, the Jubi method-
ology and its associated compilation flow allow to reduce
the design time by providing a sufficient level of abstraction
taking into account the potential parallelism of the Perplexus
platform. This software environment has been tested through
a POE robotic application that proves the reliability of the
platform with satisfying result concerning communication and
basic POE computations. The spiking neural network sim-
ulator application ported to the UbiChip demonstrates that
the proposed approach brings hardware efficiency to the BAF
flexibility. Current works aim at optimizing the generated code
during the compilation process to improve the efficiency of
applications that rely on the hybrid mode.
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